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Deep Learning for Computer Vision 

C. V. Jawahar



Thanks …

• Support of my students in 

– content, organizations and insightful discussions

• People who made their resources available on the 

internet

– Have used many. Some might not have been explicitly 

acknowledged.



Broad Organization

1. Introduction 
• Introduction to CV, ML and DL

• Modern CV  and role of ML

• Neural network learning

2. Closer Look at Deep Learning
• More on CNN

• Training, Learning

• Understanding AlexNet

3. Recent Advances (beyond AlexNet)
• Learning

• Applications

4. Other Topics (as time permits)
• RNN etc.

• Practical aspects and challenges
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Deep Learning for Computer Vision - I

C. V. Jawahar



AlexNet (NIPS 2012)

ImageNet Classification Task:

Previous Best: ~25% (CVPR-2011)

AlexNet : ~15 % (NIPS-2012)



Recent Success of “Deep Learning”: 

ImageNet Challenge

Method Top-Error Rate

SIFT+FV [CVPR 2011] ~25.7%

AlexNet  [NIPS 2012] ~15%

OverFeat [ICLR 2014] ~ 13%

ZeilerNet [ImageNet 2013] ~11%

Oxford-VGG [ICLR 2015] ~7%

GoogLeNet [CVPR 2015] ~6%, ~4.5%

MSRA [arXiv 2015] ~3.5% ( released on 10 

December 2015! )

Human Performance 3 to 5 %

Top-5 Error on Imagenet Classification Challenge (1000 classes)



Big Leap



Impact in many vision tasks ..

Farabet, PAMI 2013

Toshev, CVPR 2014

Taigman, CVPR 2014

Karpathy, CVPR 2015

Chen, CVPR 2016 (?)



What is this big leap? 



Organization: Part -I

• Introduction to Deep Learning

• Ingredients of recent success in CV

• Computer Vision Problems 

• Neural Networks and Learning

• SVMs and Shallow learners

• Deep Learning Architectures



What is deep learning?

Y. Bengio et al, ``Deep 

Learning”, MIT Press, 2015



CV in last two decades: How?

1. A number of well defined problems

2. Public data sets, evaluation metrics

3. Friendly competitions

4. Superior features

5. Machine learning

6. Open codes, libraries

We will visit some of these dimensions as we move forward.



Caltech 101 (2003)

• Dataset for basic-level categorization

• Objects from 101 classes

• Famously difficult



PASCAL [2005-2012]
• PASCAL VOC (Visual Object Classes Challenge)

– Popular dataset

– 20 object categories

• Multiple Tasks

– Classification

– Detection

– Segmentation



PASCAL VOC 2005-2012

Classification: person, motorcycle

Detection Segmentation

Person

Motorcycle

Action: riding bicycle

Everingham, Van Gool, Williams, Winn and Zisserman.

The PASCAL Visual Object Classes (VOC) Challenge. IJCV 2010.

20 object classes 22,591 images



Large Scale Visual 

Recognition Challenge (ILSVRC) 2010 - ??
20 object classes 22,591 images

1000 object classes 1,431,167 images

Dalmatian

Ol. Russakovsky, J. Deng, H. Su, Jonathan Krause, S Satheesh, S. Ma, Z. Huang, A. Karpathy, A. 

Khosla, Mi. Bernstein, A. C. Berg and Li Fei-Fei. ImageNet Large Scale Visual Recognition 

Challenge. IJCV, 2015



ILSVRC Task 1: Classification

Output:

Scale

T-shirt

Steel drum

Drumstick

Mud turtle

Steel drum

✔ ✗

Accuracy = 

Output:

Scale

T-shirt

Giant panda

Drumstick

Mud turtle

Σ
100,000

images

1[correct on image i]
1

100,000

Considered as an “easier task” now a days. Need the bounding box also.



Features: Classical 

Fourier and Wavelet
Edges and Corners: Sobel, LoG and Canny

PCA, Subspaces 

and Manifolds

Texture; Filter 

bank; Histogram 

of responses



Well Engineered Features

SIFT (Lowe 1999, 2004) HOG(Dalal and Triggs 2005)

SIFT 

Feature

Bag of Words (Sivic and 

Zisserman 2003)

Focus: Dictionary Learning, 

Pooling and Coding



Deep Learnt Features

Source: Yann LeCun



NN was always learning features!

Thanks: P. S. Sastry for reminding this historical note.



III
T

 H
yd

er
ab

ad

Machine Learning and Classification



Variations

• Binary Classification

• Multi Class Classification

• Multi Label Classification

• Structured Output Prediction

• are complex (structured outputs)

• Images, text, audio, folds of protein



1. Maximize margin 2/||w||

2. Correctly classify all training data points:

Quadratic optimization problem:

Finding the Maximum Margin Plane

1:1)(negative

1:1)( positive





by

by

iii

iii

wxx

wxx

One constraint for each 

training point.

Note sign trick.



Structured SVM



Structured Prediction



Structured Prediction

• Given,  a feature function

• Extracts some feature vector score from given 

sample and label

•

• Score for correct output configuration minus 

score for incorrect output configuration



Structured Prediction

• is a structured loss which measures 

the distance in label space

• Example: In case of string matching where      is a set of 

all strings,    can be Hamming Distance between the 

two strings.



Neural Networks

• Biologically inspired 

networks.

• Complex function 

approximation 

through composition 

of functions.

• Can learn arbitrary 

Nonlinear decision 

boundary



Neuron, Perceptron and MLP

E.g. Sigmoid Activation Function

Hidden unit/Neuron

Input Layer Hidden Layers Output Layer

Multi Layer Perceptron

Input Layer

Output Layer

Perceptron



Loss or Objective

Input Layer Hidden Layers Output Layer

L

O

S

S

Label

Weight Vector

Objective: Find out the best parameters which will minimizes the loss.

W1 Wn

E.g. Squared Loss



Back propagation

Input Layer Hidden Layers Output Layer

L

O

S

S

W1 Wn

Solution: Iteratively update W along the direction where loss decreases.

Each layer weights are updated based on the derivative of its output w.r.t. input and weights



Gradient Descent

• Visualization of loss function

L
o

ss
 (

L
)

W

Loss decreases in 

the direction of 

negative gradient

Parameter update



Training

• Visualization of loss function• Visualization of loss function

Momentum Step size/learning rate Step direction

Initialization

L
o

ss

W

Typically viewed as 

highly non-convex 

function but more 

recently it’s 

believed to have 

smoother surfaces 

but with many 

saddle regions !



Training L
o

ss

θ

• Momentum

– Better convergence rates.

– Physical interpretation:  Affects velocity of the update.

– Higher velocity in the consistent direction of gradient.

– Momentum update:

Position

Velocity

Hyper parameter



Training

• Learning Rates (η)
– Controls the kinetic energy 

of the updates.

– Important to know the decay 
and relationship wrt η.

– Common methods 
(Annealing):-

• Step decay

• Exponential/log space decay

• Manual

– Adaptive learning methods
• Adagrad (Duchi, JMLR 2011)

• RMSprop (Hinton, Coursera
Slides, Lecture 6)

Figure courtesy: Fei Fei et al. , cs231n
L

o
ss

θ



Training

• Other methods

– Newton method

– Quasi-Newton

– …

Animation Courtesy: Fei Fei et al. , cs231n

Pros: Hyper parameter free.

Cons: Computation of inverse of Hessian 

matrix is very costly

L
o

ss

θ

• Other methods

– Newton method

– Quasi-Newton

– …



GD: Discussions

• Momentum:

– Use the past and present 

• Learning rate

– Rate of change

• Initialization

– Good initialization is always looked for

• Batch Size

– Memory, and many other practical considerations

• Convergence

– When to stop



Variants of Gradient Descent

• Stochastic Gradient Descent (SGD)

– Use ONLY ONE training sample from your training set to 

do the update for a parameter in a particular iteration

• Mini-batch Gradient Descent

– Use a small number (m) of randomly chosen training 

samples from your training set to do the update for a 

parameter in a particular iteration

• Observations:

If  m  = 1, Stochastic Gradient Descent

1 < m < n ,  Mini-batch Gradient Descent

m = n ,   Gradient Descent (GD)

where  n is the size of training set 

GD     

SGD

Image Courtesy: Machine Learning, Andrew Ng, Coursera  



Variants of Gradient Descent

• Sub-gradient Methods

– Algorithm for minimizing a non differentiable convex 

function

– Uses step lengths that are fixed, instead of an exact or 

approximate line search as in the gradient method

– Unlike the ordinary gradient method, the function 

value can increase



SVM as Neural Network

• Number of units in input (or 
first) layer is equal to the 
dimension of our feature 
vector     

• The number of hidden layer 
units is equal to number of 
support vectors

• Activation function (or non 
linearity) for hidden layers is 
the kernel function 



SVM as Shallow Learner

• Any SVM formulation can be 
thought of as a neural 
network with one hidden 
unit.

•
We see that output is a 
linear combination of kernel 
products evaluated on each 
support vector which is a 
fairly shallow representation 
of input features 



SVM with Gradient Descent



SVM with Gradient Descent



SVM with Gradient Descent

Compute Sub-

gradient of hinge loss



SVM with Gradient Descent

• The iterative update for gradient descent is

where,    is the learning rate, and 

• PEGASOS: Primal Estimated sub-GrAdient SOlver for SVM1 –

is a stochastic (sub) gradient descent algorithm for SVM 

1. Shalev-Shwartz, Shai, et al. "Pegasos: Primal estimated sub-gradient solver for 

svm." Mathematical programming 127.1 (2011): 3-30.



Why Shallow is not enough

• Consider a highly non linear 

function

• To approximate it reasonably 

accurately, large number of 

support vectors are required

• Thus shallow networks require 

exponential number of hidden 

layer units, which is undesirable

• A deeper network can 

approximate such a function much 

more efficiently with hidden units.



Popular DL Architectures
COMP9444 11s2 Autoencoders 3

Autoencoder networks

COMP9844 c⃝ Anthony Knittel, 2013

RESTRICTED BOLTZMANN MACHINES

An RBM is an energy-based generative model that consists of a

layer of binary visible units, v , and a layer of binary hidden units, h .

h1 h2 h3 · · · hj · · · hJ 1

v1 v2 · · · vi · · · vI 1

d
e

c
o

d
e

r

e
n

c
o

d
e

r

visible units

hidden units

bias

bias

Auto Encoder RBM

RNN
CNN
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Thank you!!


