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FormLens: From Ink to Insight with Adapting Vision-Language
Models for Handwritten Form Digitization

Shaon Bhattacharya, Ajoy Mondal, and C V Jawahar
CVIT, International Institute of Information Technology

Hyderabad, Telangana, India

Abstract
Handwritten forms are still widely used across rural banking, health-
care, and public administration domains. However, their large-scale
digitization remains difficult due to handwriting variability and
the limitations of conventional OCR-based systems. We introduce
FormLens, an adaptation of a vision-language model for end-to-
end form understanding that directly transforms handwritten forms
into structured key-value pairs without requiring explicit region
detection or OCR. Built via Low-Rank Adaptation (LoRA) on a
multilingual backbone, FormLens is designed to handle diverse
layouts, noisy backgrounds, and challenging real-world capture
conditions. To support evaluation and domain adaptation, we re-
lease Form6000, a new dataset of 6,000 handwritten English forms
collected from 650 individuals under varied conditions. Extensive
experiments demonstrate that FormLens achieves superior accu-
racy and robustness compared to both commercial (e.g., Google
Form Parser, Azure Form Recognizer) and open-source baselines,
particularly in unconstrained handwritten scenarios. The code and
resources are available at: https://formlens.github.io/.

CCS Concepts
• Applied computing→ Document analysis.

Keywords
Handwritten form digitization, OCR, Document Image Analysis,
Form Digitization
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1 Introduction
Handwritten forms remain a cornerstone of information collection
in many domains, including rural banks, healthcare centers, gov-
ernment offices, and educational institutions. Picture a crowded
rural bank: people stand in line, manually filling out printed forms
for basic services. This scene is far from unique. Despite the wide-
spread push for digitization, hand-filled printed forms are still the
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Figure 1: Comparison of form processing approaches. Tradi-
tional OCR-based pipelines rely on sequential steps — region
detection, text recognition, and post-processing — which are
prone to error accumulation. In contrast, FormLens stream-
lines the process by directly generating structured outputs
from full form images in a single end-to-end step, eliminat-
ing the need for detection, alignment, or rule-based parsing.

norm in many settings, particularly those constrained by resources
or limited access to digital infrastructure.

Traditionally, these completed forms are physically stored, often
in vast record rooms. This method of archiving poses several chal-
lenges: retrieving records is time-consuming, errors are common,
and physical damage or loss is a constant risk. With the grow-
ing importance of data-driven decision-making, governments and
organizations are increasingly adopting digitization to improve
information access, efficiency, and analytical capabilities [39]. Al-
though electronic forms (e-forms) offer a modern solution, their
adoption is uneven. A significant portion of operational workflows,
especially in semi-urban and rural regions, still involves scanning
manually filled forms and digitizing them by hand. This manual
digitization process is slow, labor-intensive, and error-prone, creat-
ing bottlenecks in service delivery and limiting the broader benefits
of digitization.

To address this gap, we propose an automated form digitization
system tailored to handle the specific challenges of handwritten
and scanned printed forms. Our system is designed to minimize
manual intervention, reduce errors, and accelerate data extraction
across a wide range of form layouts.

Despite advances in document understanding through deep
learning, handwritten form digitization presents a unique and
persistent challenge. Unlike general documents, forms are highly
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structured, typically comprising key-value pairs where keys (e.g.,
“Name”, “Address”) are pre-printed and users fill in the correspond-
ing values by hand. It introduces a blend of printed and handwritten
text, often co-located or overlapping, especially when scanned or
captured using mobile devices. Moreover, handwritten inputs often
include proper nouns, rare terms, and idiosyncratic spellings that
standard language models struggle to recognize owing to limited
contextual priors. The diversity in layouts, ranging from tabular
structures to free-form compositions, further complicates segmen-
tation, recognition, and extraction tasks [22, 46].

Existing OCR-based approaches [34, 43] typically operate in mul-
tiple stages: region detection, text recognition, and post-processing [3,
7] (as shown in Fig. 1). While modular, these systems are brittle,
errors in one stage often cascade into others, especially under noisy
or distorted real-world inputs. Layout-aware models [43] partially
address this by combining spatial and textual cues. However, they
still rely on pre-extracted OCR tokens and bounding boxes, making
them vulnerable to OCR errors and unsuitable for end-to-end train-
ing. These limitations reduce their effectiveness for complex, low-
quality, or handwritten documents.While Commercial tools [14, 32]
offer out-of-the-box form extraction, they struggle with poor image
quality and diverse handwriting in low-resource settings. Their
high cost and infrastructure demands further limit practical de-
ployment in real-world scenarios. Recent OCR-free approach [23]
translates document images directly into structured outputs. Al-
though promising, these methods have yet to prove robust against
the high variability and noise in handwritten, real-world captured
forms.

To overcome the limitations of existing approaches, we present
FormLens, an adaptation of the existing vision-language model,
GOT 2.0 [41] for end-to-end form digitization. We introduce a
two-stage adaptation strategy: (i) Stage-1: adaptation to generic
handwritten and printed documents and (ii) Stage-2: form-specific
adaptation using LoRA [17], while keeping the vision encoder fixed.
FormLens simplifies form digitization by directly converting entire
input images into structured key-value pairs, bypassing traditional
region detection, OCR, and rule-based processing. It is built to han-
dle mixed printed and handwritten content, varied layouts, and chal-
lenging real-world conditions like poor lighting or tilted captures,
making it highly effective for practical form digitization applica-
tions. To enable realistic evaluation and domain-specific adaptation,
we introduce a benchmark dataset, named Form6000, comprising
over 6000 handwritten English forms filled by 650 individuals. Cap-
tured under diverse lighting, backgrounds, and orientations, this
dataset mirrors real-world submission scenarios and can serve as
a valuable resource for developing and testing robust handwrit-
ten form understanding models. Extensive experiments show that
FormLens consistently outperforms both commercial and open-
source form processing systems, achieving superior accuracy and
robustness across diverse handwritten and scanned form inputs.

Our key contributions are as follows:

• FormLens: We present FormLens, an adaptation of the
vision-languagemodel GOT 2.0 [41], tailored for end-to-end
form digitization. FormLens directly transforms full input
images into structured key-value pairs, eliminating the need
for region detection, OCR, or rule-based processing.

• Real-World Handwritten Form Dataset:We release a
new benchmark dataset, Form6000, comprising 6,000 hand-
written forms filled by 650 individuals. Collected under real-
world conditions — with diverse layouts, backgrounds, and
orientations, this dataset (see Fig. 2) offers a challenging
and practical benchmark for advancing handwritten form
digitization.

• Two-Stage Decoder Adaptation Strategy:We develop
a two-stage training pipeline for adapting the decoder on
generic and domain-specific handwritten data. This im-
proves robustness to layout variations, handwriting styles,
and image degradations typically found in real-world set-
tings.

• Strong Empirical Performance:We conduct extensive
experiments demonstrating that FormLens consistently
outperforms both commercial (e.g., Google Form Parser and
Azure Form Recognizer) and open-source form processing
systems in accuracy, robustness, and generalization — par-
ticularly in unconstrained handwritten scenarios. (see Ta-
ble 2).

2 Related Work
Document imaging has long been a research focus, with extensive
work on core tasks such as text detection. Classical methods like
EAST [49], PixelLink [11], CRAFT [4], and TextSnake [31] have
proven effective across various document types, including scanned
and photographed materials. These models handle complex layouts
involving multi-oriented, curved, or dense text and form the back-
bone of many document analysis pipelines. Printed text recognition
has also seen major advances, evolving from feature-engineered
approaches [8, 20] to deep learning-based systems such as Tesser-
act [37], EasyOCR [19], and MMOCR [25]. These modern systems
perform well on printed text across different fonts and layouts
but often fail under challenging conditions like noisy scans, low-
resolution images, or handwritten inputs. Recognizing handwritten
text presents an even greater challenge due to high variability in
stroke patterns, spacing, and individual writing styles. To advance
this area, large-scale datasets such as IAM [15], GNHK [26], and
Bentham [35] have been developed as benchmarks. Recent mod-
els [9, 12, 27] better combine CNNs, RNNs, and Transformer archi-
tectures to capture long-range dependencies and spatial variability
in handwriting.

Beyond text recognition in printed and handwritten documents,
understanding structured content like tables and forms is crucial
for comprehensive document analysis. Table structure recognition
has advanced with models like TSRFormer [28], Omniparser [13],
and LORE++ [30], aided by various benchmark datasets such as
PubTables-1M [38], WTW [29], and FinTabNet [48]. Information
extraction (IE) from semi-structured documents has shifted from
heuristic-basedmethods to layout-awaremodels, leveraging datasets
like FUNSD [21] and XFUND [44]. Existing OCR-based approaches
(such as DocTR [34] and LayoutLM [43]) typically operate in multi-
ple stages: region detection, text recognition, and post-processing [3,
7]. While modular, these pipelines are brittle — errors in one stage
cascade into subsequent stages, especially under noisy or distorted
inputs common in real-world conditions. Multi-modal architectures
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like Layout Parser [36], LayoutLM [18, 42, 45] and DocFormer [2]
integrate visual, positional, and textual signals through pre-training,
enabling tasks such as form �eld extraction and document classi�-
cation. However, these models often depend on pre-extracted OCR
tokens and bounding boxes, making them sensitive to OCR quality
and less e�ective for noisy handwritten inputs. Recent e�orts such
as Donut [23] and UDOP [40] move toward end-to-end document
understanding by framing it as a vision-language generation task.
These methods bypass traditional OCR and parsing but are primar-
ily trained on synthetic or clean printed forms. As a result, they
often under-perform on real-world handwritten forms that feature
layout irregularities, skewed capture, and diverse writing styles.

Most commercial and open-source systems still follow a multi-
stage pipeline: detecting regions or �elds, recognizing text within
those regions, and applying rule-based parsing. Systems likeGoogle
Document AI[14], Azure Form Recognizer[32], andAmazon Tex-
tract [1] rely on this approach. While e�ective for clean, machine-
printed forms, they often break down on handwritten forms, poorly
scanned documents, or forms captured in uncontrolled environ-
ments � where bounding box errors propagate through the pipeline.

In contrast, we proposeFormLens � a vision-language model
speci�cally adapted for handwritten form digitization. It eliminates
intermediate detection and recognition steps by directly predicting
structured outputs such as key-value pairs, headers, and footers
from full-page images. To our knowledge, it is one of the �rst
uni�ed approaches to robustly handle scanned and camera-captured
handwritten forms under real-world conditions.

3 Form6000 Dataset
We introduce a benchmark dataset,Form6000, designed for form-
speci�c model adaptation and rigorously evaluate our model's abil-
ity to digitize real-world handwritten �lled forms. The dataset
includes 50 distinct form templates, inspired by real administrative
and institutional documents such as school admission forms, rail-
way reservation slips, banking KYC forms, hospital intake sheets,
and municipality records. These templates were designed with
domain experts to re�ect the structural diversity and layout con-
ventions in o�cial documentation.

Characteristic Count
Number of unique form templates 50
Number of participants (writers) 650
Forms �lled per participant 1-2
Total handwritten �lled forms 650
Scanned high-resolution forms 650
Captured mobile images (7�10 per form) 5,350
Total dataset size (images) 6,000

Table 1: Summary statistics of our Form6000 dataset, detail-
ing the distribution of forms, �elds, and annotation charac-
teristics across varying layouts and handwriting styles.

Each form template was distributed to participants with clear in-
structions for manual �lling. A total of 650 individuals participated
in the data collection process. Every participant received a blank
version of the assigned form and a �lled-out reference form contain-
ing synthetically generated yet meaningful content. This strategy

Figure 2: Real handwritten form samples from the Form6000
dataset, used for second-stage, form-speci�c adaptation and
evaluation. These examples re�ect user submissions cap-
tured under challenging mobile conditions � including
skewed angles, uneven lighting, and cluttered backgrounds �
enabling the model to adapt to real-world form digitization
tasks.

ensured that participants did not have to use sensitive or personal
information while producing plausible and coherent entries. Par-
ticipants �lled out the forms using their handwriting without any
restriction on ink color, writing instrument, or completion speed.
It leads to a rich collection of handwriting samples varying in style,
alignment, and legibility. The participant demographic covered in-
dividuals aged between 16 and 50, with approximately 60% male
and 40% female contributors, helping ensure diverse writing char-
acteristics.

Once hard copy of �lled forms collected, these forms underwent
in two stages. First, each form was scanned using a �atbed scanner
to create clean, high-resolution digital versions. Next, to simulate
real-world usage conditions, each form was photographed 7 to 10
times with mobile phone cameras. These photos were taken under
various lighting conditions, backgrounds, and angles � some in
indoor lighting with shadows, some at slight angles, and others
featuring distracting textures in the background. This process re-
sulted in over 5,200 captured images that closely resemble the noisy
and imperfect environments in which digitization systems typically
operate. Fig. 2 illustrates the diversity of the capture settings.

Each image is paired with a ground truth annotation containing
the complete transcription of the handwritten �elds. These annota-
tions preserve the layout and structure of the form and are suitable
for evaluating multiple sub tasks such as text recognition, key-value
extraction, and structure-aware parsing. The dataset thus serves
as a comprehensive benchmark for handwritten form digitization

3
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