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Abstract. Handwritten OCR for Indic scripts remains challenging due
to complex character structures, large inter-writer variation, and real-
world degradations such as blur, uneven illumination, and scanning ar-
tifacts. Freely deployable OCR systems often lag behind commercial en-
gines, especially in low-resource multi-script settings. In this work, we in-
troduce IndicPage-OCR, a parameter-efficient adaptation framework
built on GOT-OCR 2.0 for handwritten page recognition in Hindi, Ben-
gali, Tamil, and Telugu. Instead of full end-to-end fine-tuning, we freeze
the visual encoder and adapt only the language decoder using Low-Rank
Adaptation (LoRA), enabling efficient script-specific specialization un-
der limited data and compute. To handle long handwritten document
sequences, we propose a progressive learning strategy that scales super-
vision from words to lines and finally full pages, combined with realistic
augmentations for robust page-level recognition. Experiments show sub-
stantial reductions in Word Error Rate (WER) and Character Error Rate
(CER), narrowing the performance gap between commercial and freely
deployable OCR systems by approximately 80% in WER and over 90%
in CER, while consistently outperforming general-purpose foundation-
style baselines. These results demonstrate that decoder-focused adapta-
tion with progressive training is an effective and scalable solution for
low-resource Indic handwritten-page OCR. Code and resource are avail-
able at : https://indicpageocr.github.io/.

Keywords: OCR · Indic scripts · Vision-Language Models · parameter-
efficient fine-tuning · progressive learning · handwritten page digitization

1 Introduction

Optical Character Recognition (OCR) has undergone a major transformation
over the past decade, evolving from rule-based and handcrafted feature pipelines
to deep neural architectures that jointly model visual and linguistic information
[13,4]. Sequence-based recognizers, such as CNN-RNN models with CTC decod-
ing, significantly improved robustness across scripts and writing styles, while

https://indicpageocr.github.io/
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Free OCR

पूणर्णकालीन कलाकर बनना बहोत 
बड़ी चुनौती है| सन ्१८३२ में 
�क्रििश्चयन लौसेन ने इसका लै�टन 
में अनुवाद �कया।

WER: 0.0556
CER:  0.0096

SARVAM OCR

पूणर्णकालीन कलाकर बनना बहोत 
बड़ी चुनौती है| सन ्१८३३ में 
�क्रििश्चयन लौसेन ने इसका लै�टन 
में अनुवाद �कया।

WER: 0.1111
CER: 0.0194

Gemini Flash

Commercial  OCR

पूणर्णकालीन कलाकर बनना बहोत 
बड़ी चुनोती है| सन ्१८३३ में 
�क्रििश्चयन लौसेन ने इसका लै�टन 
में अनुवाद �कया।

WER: 0.1667
CER:  0.0291

पूवर्णकालीन कलाकर बनना बहुत 
बड़ी चुनौती है।मन ्१८३२ में 
�क्रिश्चयन लोसन ने इसका लौ�रन 
में अनवा �कया।

WER: 0.333
CER: 0.082

Chandra OCR 

पूणर्णकानी नवगर बनना वट्टेन वगर्नी
पुननर्नी है| सन ्२८३३ से �निजयन 
नैमेन ने वेरक्का नै�रन जे अनुवाद 
�कया।

WER: 0.6667
CER:  0.4327

Deepseek OCR IndicPage-OCR

Free OCR 
WER 
Avg:0.5000

Commercial 
OCR 
WER Avg:0.0863

GAP 0.4137
Free OCR 
CER Avg: 0.2574

Commercial OCR 
CER Avg: 0.0168

GAP 0.2283

IndicPage-OCR
GAP 0.0804

IndicPage-OCR
GAP 0.0123

Performance Gap Reduction WER: 0.3333 and CER:0.2283

Fig. 1: Comparison of free, commercial, and adapted OCR systems on handwrit-
ten Bengali pages. Commercial engines demonstrate substantially lower WER
and CER than freely available models, while our adapted approach significantly
reduces this performance gap.

transformer-based architectures further enhanced long-range dependency mod-
eling and parallelization [10]. Recently, vision-language and image-to-text gener-
ation models have enabled end-to-end page-level transcription without explicit
segmentation [7].

Although OCR technology has progressed significantly, a pronounced accu-
racy gap remains between commercial engines and freely available or open-source
systems, particularly for handwritten page-level recognition of Indic scripts. Pro-
prietary solutions typically use large-scale private datasets, extensive engineer-
ing refinement, and continuous optimization pipelines, enabling them to achieve
substantially lower WER and CER. In contrast, publicly deployable OCR mod-
els often struggle under the same conditions, exhibiting markedly higher error
rates, which is especially evident for handwritten Bengali pages, as shown in
Fig. 1. This discrepancy extends beyond benchmark comparisons and has tan-
gible implications for real-world digitization efforts. In academic, governmental,
and archival contexts, reliance on commercial APIs may be constrained by costs,
data privacy concerns, licensing restrictions, or the need for offline processing.
These limitations underscore the urgent need for adaptable, open OCR frame-
works capable of achieving commercial-level performance without dependence
on proprietary ecosystems.

Handwritten OCR for Indic languages presents unique challenges. Scripts
such as Hindi, Bengali, Tamil, and Telugu contain large character inventories,
compound glyphs, visually similar characters, and complex diacritic placement.
Writer variability further amplifies intra-class variation, while page-level recog-
nition introduces additional difficulties, including long text sequences, irregular
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spacing, skewed lines, and acquisition noise from scanning or mobile capture.
Furthermore, domain-specific datasets such as notebooks, forms, or institutional
documents are often limited in size, making full model retraining computation-
ally expensive and prone to overfitting.

Foundation-style OCR and vision-language models provide promising solu-
tions to these challenges. Pre-trained on large-scale corpora, such models in-
corporate strong visual representations and implicit language priors that can
help resolve ambiguous or degraded handwritten strokes. GOT-OCR 2.0 [17],
for instance, is designed for unified end-to-end OCR generation and can directly
process long-form documents. However, direct application of such models to
handwritten Indic pages does not automatically eliminate the observed perfor-
mance gap. Therefore, effective and efficient domain adaptation is necessary.

In this work, we explicitly aimed to reduce the performance gap between
commercial and freely deployable OCR systems for handwritten Indic page dig-
itization. We propose IndicPage-OCR, a parameter-efficient adaptation of a
foundation OCR model tailored for multi-script handwritten page transcriptions.
Instead of full fine-tuning, we adopt Low-Rank Adaptation (LoRA) [5], freez-
ing the vision encoder and fine-tuning only the text decoder, enabling effective
script-specific adaptation while retaining strong pretrained visual features.

To address instability in long-sequence page training, we introduce a pro-
gressive learning strategy that gradually exposes the model to increasing levels
of reading complexity (word ! line ! page). Combined with realistic augmen-
tation tailored to document acquisition noise, IndicPage-OCR significantly im-
proves the recognition accuracy and robustness of handwritten Indic scripts.

Extensive experiments across Hindi, Bengali, Tamil, and Telugu demon-
strated that IndicPage-OCR markedly reduces both WER and CER compared
to standard open OCR baselines, significantly closing the gap with commercial
systems. These findings indicate that lightweight, targeted adaptation of founda-
tion OCR models offers a scalable and cost-effective alternative for high-quality
handwritten page digitization that does not depend on proprietary platforms.

Our main contributions are as follows:

– We propose IndicPage-OCR, a parameter-efficient adaptation of vision-
language model for multi-script handwritten page digitization in Indic lan-
guages.

– We demonstrate that decoder-only LoRA adaptation with a frozen
vision encoder is an efficient and effective strategy for adapting foundation
OCR models to complex handwritten scripts.

– We introduce a progressive learning strategy for long-sequence hand-
written page recognition, significantly improving training stability and con-
vergence.

– As illustrated in Fig 1, a substantial performance gap exists between freely
deployable OCR systems and commercial solutions at the page level. IndicPage-
OCR significantly narrows this gap, reducing the performance difference
by up to 80% in WER and over 90% in CER, thereby bridging the
open–commercial divide while remaining fully open and cost-effective.
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2 Related Work

2.1 Traditional and Indic OCR

Traditional OCR systems typically follow a multi-stage pipeline consisting of
text localization, segmentation, and recognition. Deep learning–based recogniz-
ers initially relied on CNN-RNN architectures trained with CTC loss, enabling
sequence modeling without explicit character alignment [4]. Transformer-based
recognizers later improved long-range dependency modeling and benefited from
large-scale pretraining; TrOCR [10] is a representative example the demonstrates
strong transfer to downstream OCR tasks.

Open-source OCR engines such as Tesseract [14], EasyOCR [6], and MMOCR [8]
provide practical baselines for printed and scene text recognition. However, hand-
written page-level recognition remains considerably challenging because of writer
variability, long sequences, irregular spacing, and document degradation.

OCR for Indic scripts introduces additional complexity. Indic languages ex-
hibit large character inventories, ligatures, diacritics, and visually similar glyphs,
which increase ambiguity during recognition. Public datasets for Indic handwrit-
ing have historically been limited compared with Latin-script benchmarks. The
IIIT-INDIC-HW-WORDS dataset is a notable resource supporting multi-script
handwritten word recognition [3]. Despite these efforts, many Indic OCR ap-
proaches focus on word- or line-level recognition and often depend on segmen-
tation heuristics when scaling full pages.

Data scarcity is a recurring bottleneck in handwriting recognition research.
Recent work highlights the limited availability of large annotated resources for
offline handwriting and proposes datasets and baselines to improve accessibility
for HTR research [12]. In the context of Indic OCR, prior studies have ex-
plored adapting vision-language models for Hindi handwriting using parameter-
efficient fine-tuning and progressive learning strategies, demonstrating that such
approaches can be effective with limited supervision [2]. These findings motivate
our focus on multi-script handwritten page-level digitization using an efficient
adaptation strategy.

2.2 Vision-Language Models for OCR

Recent research has increasingly formulated OCR as an image-to-text generation
problem using vision-language models (VLMs). Donut [7] demonstrated OCR-
free document understanding by directly generating structured outputs from
document images. Pix2Struct [9] and OFA [16] further show that unified multi-
modal sequence-to-sequence pretraining enables strong transfer across visually
grounded language tasks. The transfer of large pretrained multimodal models to
OCR has proven effective even without extensive OCR-specific supervision [11].

Recently, foundation-style OCR systems have aimed to process full pages
holistically. GOT-OCR 2.0 proposes a unified end-to-end OCR model designed
for long-form generation [17]. DeepSeek-OCR explores long-context OCR through
optical token compression [18], and DeepSeek-OCR 2 extends this approach
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Fig. 2: Overview of the proposed handwritten page OCR pipeline. Multi-granular
inputs (word, line, and page images) are processed by a frozen vision encoder
and linear connector initialized from GOT-OCR 2.0. The Qwen-0.5B decoder was
adapted using LoRA for language-speci�c �ne-tuning. Progressive training from
word to line to page enables stable long-context handwritten page transcription.

by reorganizing visual tokens based on structural semantics [19]. Large vision-
language models such as Qwen2-VL and Qwen2.5-VL further highlight the trend
toward holistic document parsing via large-scale multimodal pretraining [15,1].

Although VLM-driven OCR bene�ts from strong language priors that help
resolve ambiguous handwritten strokes, adapting large pretrained models to spe-
ci�c scripts and domains remains challenging. Full �ne-tuning is computationally
expensive and unstable under limited supervision. In contrast, our work adopts
parameter-e�cient �ne-tuning using LoRA [5] to specialize a foundation OCR
model for multi-script handwritten page digitization, explicitly targeting the re-
duction of the performance gap with commercial systems.

3 Pipeline for Indic Handwritten OCR

3.1 Model Architecture and Initialization

Our overall pipeline is shown in Fig. 2. We adopt an encoder�decoder OCR
architecture consisting of a high-compression vision encoder, linear con-
nector, and long-context text decoder. Given an input image (resized to
1024 � 1024), the encoder produces a compact sequence of visual tokens, which
are projected into the decoder embedding space through a connector. The de-
coder then autoregressively generates the transcription.

To obtain a strong starting point for page-level OCR, we initialized all com-
ponents from the publicly available GOT-OCR 2.0 checkpoint [17]. In our
experiments, the decoder backbone corresponds to Qwen-0.5B [15]. This ini-
tialization provides robust visual representations and long-context decoding ca-
pability, forming the basis for adapting the model to Indic handwritten pages.

Although initialized from GOT-OCR 2.0, we show that decoder-only parameter-
e�cient �ne-tuning su�ces for handwritten Indic page-level OCR. The pre-
trained encoder captures robust visual representations, while script-speci�c com-
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position and long-context modeling are primarily handled by the decoder, en-
abling adaptation without altering the visual backbone.

Although built upon GOT-OCR 2.0 with a Qwen-based decoder, we show
that decoder-only parameter-e�cient �ne-tuning is su�cient for handwritten In-
dic page-level OCR. The pretrained vision encoder provides robust visual and
layout representations, while script-speci�c composition and long-context mod-
eling are primarily handled by the decoder. Thus, e�ective adaptation can be
achieved by modifying only the decoder, without updating the visual backbone.

3.2 Decoder Adaptation with LoRA

We perform language-wise adaptation using Low-Rank Adaptation (LoRA) [5].
In all experiments, we kept the vision encoder frozen and �ne-tuned only
the text decoder using LoRA, while the linear connector remained unchanged.
This design reduces training cost, stabilizes optimization under limited data, and
allows script-speci�c adaptation to be learned primarily in the decoder.

LoRA applies a low-rank update to the weight matrix W 2 R d�k :

W + �W = W + BA; (1)

where B 2 Rd�r and A 2 R r�k are trainable matrices and r is the rank. During
training, the update is scaled by �=r:

h = Wx +
�
r

(BA)x: (2)

We applied LoRA to the decoder's linear layers (excluding the LM head) with
rank r = 8 and scaling � = 32. A separate adapted model was trained for each
language to ensure script-speci�c specialization while maintaining a consistent
con�guration across languages.

3.3 Progressive Learning (Word ! Line ! Page)

As shown in Fig. 2, we adopted a multi-granular training strategy that progressed
from word-level inputs to line-level inputs and �nally to page-level images.

Page-level handwritten OCR is inherently a long-sequence generation prob-
lem. If the model is trained directly on full pages from the beginning, it must
simultaneously learn script-speci�c character composition, spacing patterns, and
long-context decoding over hundreds to thousands tokens. Under limited super-
vision, this often leads to unstable early optimization. To mitigate this di�culty,
we gradually increased reading complexity during training.

The word-level phase enables the decoder to rapidly adapt to the visual-to-
token mapping of the script. At this stage, the model primarily learns character
shapes, diacritics, conjunct forms, and short-range token statistics without the
burden of long-range dependency.

Next, line-level training introduces consistent spacing patterns and local read-
ing orders, encouraging the decoder to utilize a wider context window while
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maintaining manageable sequence lengths. This intermediate step bridges the
gap between clean word crops and the irregular structure of complete handwrit-
ten pages.

Finally, page-level �ne-tuning exposes the model to long-range dependencies
such as line transitions and paragraph continuity. At this stage, the decoder has
already internalized script-speci�c tokens and local context, allowing it to focus
on stable long-form transcription. Page images also introduce realistic layout
variations and acquisition noise, further improving robustness.

Overall, the word!line!page progression reduces early training di�culty,
improves convergence stability, and enables direct full-page transcription without
requiring external word or line detection during the inference phase.

3.4 In-house Dataset and Augmentation for Handwritten
Robustness

We used an in-house handwritten dataset collected from practical digitization
work�ows for four Indic languages. The raw data are available at the page level
(Hindi: 23,912 pages; Bengali: 7,189 pages; Telugu: 6,121 pages; Tamil: 5,454
pages). In addition to pages, we also have existing word-level annotations,
which we use to construct word crops and derive line samples by grouping words
along the same-text line. Using these word and line samples, we formed a large
training pool and applied augmentation to expand diversity. Overall, the word-
and line-level data together form approximately 12 million samples after aug-
mentation, whereas page images are retained for the �nal stage of progressive
learning and for page-level evaluation.

To improve robustness under real capture conditions, we applied a handwriting-
focused augmentation pipeline to the training samples. This includes blur (e.g.,
Gaussian/defocus), noise injection, contrast/brightness changes, compression ar-
tifacts, and mild geometric distortions (rotation/skewing). These transforma-
tions simulate common degradations in scanned or camera-captured handwritten
pages and reduce over�tting to clean samples. For training and validation, we
used a combined total of approximately 1.5 million samples (train+val) drawn
from the augmented pool. For inference and �nal reporting, we evaluated a �xed
page-level test set of 500 pages per language (Hindi, Bengali, Telugu, and
Tamil).

3.5 Training Setup and Evaluation Metrics

All the language models were �ne-tuned using the same con�guration to en-
sure comparability across scripts. The high-compression vision encoder was kept
frozen, and only the LoRA parameters in the Qwen-0.5B decoder were optimized.
Training is performed on a single NVIDIA RTX 6000 Ada GPU with a batch
size of 4. We used the AdamW optimizer with cosine learning rate scheduling
and enabled gradient checkpointing to support long page sequences e�ciently.
Across all languages, training typically converged by approximately 200K steps.
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Hindi
Model WER CER
Sarvam OCR 0.0682 0.0419
Gemini Flash 0.0708 0.0447
Chandra OCR 0.2310 0.1600
DeepSeek-OCR 4.1910 3.7953
Qwen2-VL-2B 2.3004 2.0898
Qwen2.5-VL-3B 4.9442 4.2353
olmOCR 4.9754 4.6725
PaddleOCR 0.9612 0.8413
Tesseract 0.8333 0.4911
EasyOCR 0.6154 0.3322
IndicPage-OCR (Ours) 0.0823 0.0466

Bengali

Model WER CER
Sarvam OCR 0.0542 0.0194
Gemini Flash 0.0584 0.0211
Chandra OCR 0.3614 0.1243
DeepSeek-OCR 6.9971 8.0158
Qwen2-VL-2B 1.7860 1.5792
Qwen2.5-VL-3B 2.7089 3.8575
olmOCR 2.0924 1.6342
PaddleOCR - -
Tesseract 0.9632 0.8122
EasyOCR 0.6671 0.2941
IndicPage-OCR (Ours) 0.0719 0.0221

Table 1: Page-level OCR performance on 500 handwritten test pages for Hindi
and Bengali. The WER and CER were reported (lower is better). Best results
are shown in bold, second-best in italic, and our model is underlined.

For evaluation, we report standard OCR error metrics at both the character
and word levels: Character Error Rate (CER) and Word Error Rate
(WER). Both metrics are computed using normalized edit distance:

CER =
Sc + D c + I c

Nc
; WER =

Sw + D w + I w

Nw
; (3)

where S, D, and I denote the number of substitutions, deletions, and inser-
tions, respectively, and N represents the total number of ground-truth characters
(N c) or words (Nw ). Lower CER and WER values indicate better transcription
quality.

Inference E�ciency. Inference requires 12.42 s/page (0.08 pages/sec) with 5
GB peak memory on an RTX 6000 Ada GPU, con�rming the practical deploy-
ability of decoder-only adaptation for full-page OCR.

4 Results

4.1 Comparison with existing OCR Systems

Tables 1 and 2 present page-level OCR results across four Indic languages. Com-
mercial systems such as Sarvam OCR consistently achieve the lowest WER and
CER across scripts, re�ecting the advantages of large proprietary training re-
sources and highly optimized production pipelines. Gemini Flash also delivers
strong performance, closely tracking Sarvam in most cases.

The performance of freely deployable and foundation-style OCR systems,
the performance varies substantially. Prompting-based approaches using Qwen-
VL models, DeepSeek-OCR, and olmOCR exhibited signi�cantly higher error
rates, particularly on long handwritten pages. This highlights the limitations of
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Tamil
Model WER CER
Sarvam OCR 0.0382 0.0189
Gemini Flash 0.0428 0.0207
Chandra OCR 0.5567 0.3389
DeepSeek-OCR 1.4124 1.9058
Qwen2-VL-2B 4.6471 4.1617
Qwen2.5-VL-3B 6.7536 6.2870
olmOCR 4.7085 3.9433
PaddleOCR 0.9542 0.6723
Tesseract 0.9553 0.7065
EasyOCR - -
IndicPage-OCR (Ours) 0.0855 0.0266

Telugu

Model WER CER
Sarvam OCR 0.0331 0.0221
Gemini Flash 0.0377 0.0246
Chandra OCR 0.8858 0.5502
DeepSeek-OCR 25.6800 17.1386
Qwen2-VL-2B 5.6157 4.0936
Qwen2.5-VL-3B 1.1500 5.7156
olmOCR 2.3767 1.5628
PaddleOCR 0.9324 0.7533
Tesseract 0.9876 0.6411
EasyOCR 0.8161 0.5391
IndicPage-OCR (Ours) 0.0426 0.0292

Table 2: Page-level OCR performance on 500 handwritten test pages for Tamil
and Telugu. WER and CER were reported (lower is better). Best results are
shown in bold, second-best in italic, and our model is underlined.

zero-shot or prompt-based adaptation for complex multiline handwritten tran-
scription in Indic scripts.

IndicPage-OCR substantially improved all open and foundation-style base-
lines across Hindi, Bengali, Tamil, and Telugu. While commercial systems remain
ahead in absolute error rates, the gap between IndicPage-OCR and commercial
OCR is markedly smaller than that margins observed between commercial sys-
tems and generic VLM-based approaches.

A closer look at the language-wise results reveals interesting variations. Tel-
ugu achieved the lowest WER among the four languages (0.0416), indicating rel-
atively stable word-level recognition. This may be attributed to clearer character
separation and comparatively consistent stroke patterns in the collected pages.
In contrast, Tamil showed the highest WER among the four models (0.0844),
suggesting greater di�culty at the word level, likely because of dense character
formations and tightly connected strokes that increase substitution and insertion
errors in long sequences.

Hindi and Bengali fall between these extremes, with Hindi at 0.0813 WER
and Bengali at 0.0721 WER. Although both scripts contain complex conjunct
formations and diacritic structures, Bengali achieves a slightly better CER (0.0226)
than Hindi (0.0455), indicating stronger character-level stability but slightly
higher word-level segmentation sensitivity in Hindi. This suggests that small
character-level ambiguities in Hindi propagate more strongly at the word-boundary
level.

The di�erences between WER and CER trends across languages also re�ect
writer variability in the dataset. Variations in stroke thickness, spacing irregu-
larity, and baseline alignment contribute di�erently to the word-level aggrega-
tion of character errors across scripts. Importantly, despite these script-speci�c
and writer-dependent challenges, the same decoder-only adaptation strategy
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Input Chandra DeepSeek

Sarvam Gemini IndicPage-OCR

Fig. 3: Qualitative comparison on a handwritten Hindi page. Top row (left to
right): Input, Chandra OCR, DeepSeek-OCR. Bottom row: Sarvam OCR, Gem-
ini Flash, IndicPage-OCR (ours).

maintained competitive performance across all four languages without language-
speci�c architectural tuning.

Overall, these results demonstrate that IndicPage-OCR generalizes e�ectively
across structurally diverse scripts, and that parameter-e�cient adaptation signif-
icantly narrows the performance gap with commercial systems while preserving
consistent multi-script behavior.

4.2 Qualitative Analysis

The qualitative comparisons in Figures 3�6 reveal clear di�erences in transcrip-
tion behavior across systems. Chandra OCR and DeepSeek-OCR frequently pro-
duce word substitutions, inconsistent handling of conjunct characters, and di-
acritic placement errors, particularly in longer handwritten passages where er-
rors accumulate across multiple lines. Commercial systems such as Sarvam and
Gemini maintain strong structural consistency and lexical stability throughout
a page.
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Input Chandra DeepSeek

Sarvam Gemini IndicPage-OCR

Fig. 4: Qualitative comparison on a handwritten Bengali page. Top row (left
to right): Input, Chandra OCR, DeepSeek-OCR. Bottom row: Sarvam OCR,
Gemini Flash, IndicPage-OCR (ours).

IndicPage-OCR demonstrated a stable character composition, improved long-
sequence coherence, and reliable preservation of script-speci�c glyph structures
across Hindi, Bengali, Tamil, and Telugu. Although minor errors remain in chal-
lenging regions, the model maintains readable and structurally faithful transcrip-
tions, even under dense handwriting and line variability. These qualitative obser-
vations reinforce the quantitative �ndings, indicating that decoder-level adap-
tation combined with progressive training enhances the robustness of multi-line
handwritten page transcription.

5 Ablation Study

5.1 E�ect of Progressive Learning

To evaluate the contribution of progressive learning, we compared two training
strategies: (1) direct page-level �ne-tuning using LoRA for 200K steps, and (2)
the proposed progressive word!line!page training strategy.
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Input Chandra DeepSeek

Sarvam Gemini IndicPage-OCR

Fig. 5: Qualitative comparison on a handwritten Tamil page. Top row (left to
right): Input, Chandra OCR, DeepSeek-OCR. Bottom row: Sarvam OCR, Gem-
ini Flash, IndicPage-OCR (ours).

In both settings, the vision encoder was frozen and only the decoder was
adapted using identical LoRA con�gurations.

Page-only Training Progressive Training
Language WER CER WER CER
Hindi 0.521 0.312 0.0813 0.0455
Bengali 0.488 0.284 0.0721 0.0226
Tamil 0.612 0.352 0.0844 0.0261
Telugu 0.437 0.261 0.0416 0.0283

Table 3: Ablation study on the e�ect of progressive learning for page-level hand-
written OCR. We compare direct page-only LoRA �ne-tuning (200K steps)
against the proposed word!line!page progressive training strategy, keeping
all other settings identical. WER and CER are reported per language (lower is
better).
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Input Chandra DeepSeek

Sarvam Gemini IndicPage-OCR

Fig. 6: Qualitative comparison on a handwritten Telugu page. Top row (left
to right): Input, Chandra OCR, DeepSeek-OCR. Bottom row: Sarvam OCR,
Gemini Flash, IndicPage-OCR (ours).

Direct page-level training leads to unstable optimizations and substantially
higher error rates across all languages. The model struggles to simultaneously
learn script-speci�c character composition and long-context generation when
exposed only to full-page sequences at the beginning.

In contrast, progressive learning signi�cantly reduced both WER and CER
for every scripts as shown in Table 3. The word-level phase enables reliable
visual-to-token alignment, the line-level phase improves local context modeling,
and the �nal page-level phase stabilizes long-sequence decoding. Consistent im-
provements across structurally di�erent scripts indicate that progressive learning
is critical for e�ective adaptation of foundation OCR models to handwritten page
transcriptions.

5.2 Noise Sensitivity Analysis

To evaluate robustness under realistic corruptions, we apply controlled degrada-
tions at test time, including blur, additive noise, JPEG compression, illumination
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Gaussian Blur Output Defocus Blur Output

Gaussian Noise Output JPEG Compression Output

Low Contrast Output Rotation Output

Fig. 7: Qualitative robustness evaluation of IndicPage-OCR on Telugu handwrit-
ten pages under controlled corruptions. Each corrupted input image is shown
with its corresponding OCR output. The model remains stable under moderate
degradations such as Gaussian noise and JPEG compression, while blur and il-
lumination changes introduce more noticeable degradation, consistent with the
quantitative trends in Table 4.

shifts, and rotation. Quantitative results are reported in Table 4, and qualitative
examples are shown in Figures 7 and 8.

Under clean conditions, IndicPage-OCR achieves stable performance across
scripts (WER 0.042�0.084). Blur introduces the largest degradation, particularly
defocus blur (e.g., Hindi WER increases from 0.081 to 0.145 and Tamil from 0.084
to 0.158), as reduced stroke sharpness directly a�ects character boundary clar-
ity. Gaussian noise causes moderate degradation (e.g., Bengali WER from 0.072
to 0.103), indicating reasonable tolerance to pixel-level perturbations. JPEG
compression also increases errors, especially in dense handwritten regions, while
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Fig. 8: Qualitative robustness evaluation of IndicPage-OCR on Bengali Hand-
written pages under controlled corruptions. Each corrupted input image is shown
alongside its corresponding OCR output. The model remains stable under mod-
erate degradations such as Gaussian noise and JPEG compression, while blur
and illumination changes introduce more noticeable degradation, consistent with
the quantitative trends in Table 4.

illumination shifts result in comparatively smaller performance drops. Rotation
and skew lead to predictable but controlled degradation, with transcription re-
maining readable across languages.

Overall, while blur and compression produce the most signi�cant impact, the
model remains relatively stable under moderate noise and geometric distortions.
These results suggest that decoder-only LoRA adaptation combined with pro-
gressive learning improves both clean accuracy and robustness under realistic
document degradations.
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